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Overview

Neural networks connect many simple units whose weights are learned from data. The idea goes back to 
the logical neuron of McCulloch and Pitts and to Rosenblatt’s perceptron [1, 2]; its revival came with 
backpropagation, which trains networks with hidden layers [3], and its present dominance with deep 
architectures, large datasets and fast hardware [4, 5]. This week builds a perceptron and a multilayer 
network from scratch with NumPy, derives backpropagation for a small network, and then uses PyTorch 
to train a network that predicts the electrical output of a combined cycle power plant [6, 7].

Estimated study time: 10 to 12 hours.

Learning outcomes

By the end of the week, students are expected to explain the perceptron learning rule and its limitation 
on non-separable data, to compute the forward pass and the gradients of a small multilayer network by 
hand, to choose activation functions, losses and optimisers, to train a network in PyTorch with a 
validation set and early stopping, to diagnose underfitting and overfitting from learning curves, and to 
compare a network fairly with the models of Weeks 7 and 8.

Python in this week

These notes close with Python step 10: Matrices, shapes and tensors. It covers matrix products and 
shapes with NumPy, activation functions on arrays, and PyTorch tensors with automatic differentiation, 
applied to the XOR network and a one-weight loss [6, 8]. In the course materials, the step is taught at the 
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start of the Colab notebook, where each snippet runs in a cell next to its explanation and short exercises 
give immediate feedback, and later sections of the notebook mark further constructs as Python moves.

From neurons to perceptrons

McCulloch and Pitts described an idealised neuron that sums weighted binary inputs and fires when the 
sum exceeds a threshold, and showed that networks of such units can compute logical functions [1]. 
Rosenblatt’s perceptron added learning: After each example, the weights move in the direction that 
corrects a wrong output, w = w + eta (y - y_hat) x [2]. If the two classes can be separated by a straight 
line, or a hyperplane in more dimensions, the rule finds a separating line in a finite number of steps.

Minsky and Papert analysed what single-layer perceptrons cannot do [9]. The exclusive or, XOR, is the 
classic example: The points (0, 0) and (1, 1) belong to one class and (0, 1) and (1, 0) to the other, and no 
straight line separates them. Engineering data are full of such interactions, for example when a fault 
appears only if temperature is high and speed is low. The remedy is a hidden layer that transforms the 
inputs into a space where the classes become separable.

Check your understanding. Why can a single perceptron not learn XOR?

A. The learning rate is always too large
B. The two classes of XOR cannot be separated by a single straight line
C. XOR has too many inputs
D. The perceptron has no bias term

Answer: B. A single threshold unit draws one linear boundary, and XOR needs at least two [9].

Multilayer networks and backpropagation

A multilayer perceptron stacks layers of units. Each unit computes a weighted sum of the outputs of the 
previous layer and applies a nonlinear activation function: the logistic sigmoid, the hyperbolic tangent, 
or the rectified linear unit, ReLU, which returns max(0, z) and eases the training of deep networks [10]. 
Without nonlinear activations, any stack of layers collapses into one linear map. With them, a network 
with one sufficiently wide hidden layer can approximate any continuous function on a bounded domain 
to any accuracy [11, 12], although the theorem says nothing about how many units are needed or 
whether training finds them.

Training minimises a loss, such as the mean squared error for regression or the cross-entropy for 
classification, by gradient descent. Backpropagation computes the gradient of the loss with respect to 
every weight efficiently by applying the chain rule layer by layer from the output back to the input [3]. 
Each weight then moves a small step against its gradient. Modern frameworks such as PyTorch record 
the operations of the forward pass and compute these gradients automatically [6].

Animation: A small network learns a curved boundary. A network with one hidden layer 
is trained by gradient descent on points from two classes. Change the number of hidden units 
and the learning rate, and watch the boundary bend while the loss falls. Run it on the lecture 
page.
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Figure 10.1. Training and validation loss of a PyTorch network for the power plant data. Early stopping 
keeps the weights from the epoch with the lowest validation loss.

Check your understanding. What does backpropagation compute?

A. The optimal number of hidden units
B. The gradient of the loss with respect to all weights, using the chain rule
C. The training data for the next epoch
D. The activation function

Answer: B. Backpropagation is an efficient application of the chain rule that yields all partial derivatives 
in one backward pass [3].

Optimisation in practice

Plain gradient descent uses the whole training set for every step. Stochastic gradient descent uses small 
random mini-batches, which is faster and adds noise that can help to escape poor regions. Momentum 
accumulates a moving average of gradients and damps oscillation across narrow valleys. Adam adapts 
the step size of every weight from running estimates of the first and second moments of its gradient and 
is a robust default [13]. The learning rate remains the most important setting: Too small and training 
crawls, too large and the loss oscillates or diverges.

Initialisation matters because signals must neither vanish nor explode as they pass through many layers. 
Glorot and Bengio proposed scaling the initial weights with the number of inputs and outputs of a layer 
[14]. Batch normalisation standardises the inputs of a layer over each mini-batch and often allows larger 
learning rates [15]. Inputs of different units, such as temperatures in degrees and pressures in millibars, 
should be standardised before training, as for k-means and support vector machines.

Generalisation and regularisation

Networks with many weights can memorise their training data. The standard defences are a validation 
set with early stopping, which keeps the weights from the epoch with the lowest validation loss; weight 
decay, which penalises large weights like ridge regression; and dropout, which randomly switches off 
units during training so that the network cannot rely on any single unit [16]. Learning curves of training 
and validation loss over epochs show whether a network underfits, with both losses high, or overfits, 
with a growing gap.

On tabular data of moderate size, the tree ensembles of Weeks 7 and 8 are often as accurate as networks 
and easier to tune, so a network must earn its place by a fair comparison. Networks have long been 
applied in engineering: Yeh modelled concrete strength with them [17], and metaheuristics such as the 
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ant lion optimiser have been used to train them where gradient methods struggle [18]. Their decisive 
advantages appear with images, signals, sequences and text, where they learn features that would 
otherwise have to be designed by hand [4]. Weeks 11 to 13 follow this path.

Check your understanding. Training loss keeps falling, while validation loss has been rising for 30 
epochs. What should be done?

A. Train longer with the same settings
B. Use the weights from the epoch with the lowest validation loss and consider more regularisation
C. Remove the validation set
D. Increase the learning rate

Answer: B. A rising validation loss with falling training loss signals overfitting; early stopping and 
regularisation address it [16].

Python step 10: Matrices, shapes and tensors

Vectors, matrices and the @ operator

A layer of a neural network multiplies its inputs by a weight matrix and adds a bias. When a batch of 
inputs is stored as a matrix X with one example per row, the whole layer is X @ W + b, where @ is the 
matrix product. The shapes must match: A matrix of shape (4, 2) times one of shape (2, 2) gives shape (4, 
2). NumPy adds the bias vector to every row automatically, a rule called broadcasting. The network 
below solves XOR with hand-set weights: One hidden unit acts as OR, the other as AND, and the output 
fires for OR but not for AND.

import numpy as np

X = np.array([[0, 0], [0, 1], [1, 0], [1, 1]])   # four input examples
W1 = np.array([[1, 1], [1, 1]])                   # column 0: OR unit, 
column 1: AND unit
b1 = np.array([-0.5, -1.5])
H = (X @ W1 + b1 > 0).astype(int)                 # step activation
w2, b2 = np.array([1, -1]), -0.5
y = (H @ w2 + b2 > 0).astype(int)
print(X.shape, W1.shape, H.shape)
print(H)
print(y)

Output

(4, 2) (2, 2) (4, 2)
[[0 0]
 [1 0]
 [1 0]
 [1 1]]
[0 1 1 0]

Activation functions

Smooth activation functions replace the step so that gradients exist. The sigmoid squashes any number 
into the range 0 to 1, the hyperbolic tangent into -1 to 1, and the rectified linear unit keeps positive values 
and sets negative ones to zero. Written with NumPy, each of them works on whole arrays.

def sigmoid(z):
    return 1 / (1 + np.exp(-z))

def relu(z):
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    return np.maximum(z, 0)

z = np.array([-2.0, 0.0, 2.0])
print(sigmoid(z).round(3), np.tanh(z).round(3), relu(z))

Output

[0.119 0.5   0.881] [-0.964  0.     0.964] [0. 0. 2.]

Tensors

PyTorch stores data in tensors, which behave much like NumPy arrays but can also run on graphics 
processors and record the operations applied to them [6]. Neural network code usually works with 32-bit 
floats, so conversions from NumPy name the type explicitly. .shape works as in NumPy, .item() 
extracts a single number, and .numpy() converts back to an array.

import torch

Xt = torch.tensor(X, dtype=torch.float32)
W1t = torch.tensor(W1, dtype=torch.float32)
print(Xt.shape, Xt.dtype)
print((Xt @ W1t).sum().item(), (Xt @ W1t).numpy().tolist())

Output

torch.Size([4, 2]) torch.float32
8.0 [[0.0, 0.0], [1.0, 1.0], [1.0, 1.0], [2.0, 2.0]]

Gradients with automatic differentiation

Training needs the derivative of the loss with respect to every weight. When a tensor is created with 
requires_grad=True, PyTorch records every operation on it, and backward computes the 
derivatives with the chain rule. For the loss L = (w x - y)^2 with w = 0.5, x = 2 and y = 3, the derivative is 
2 (w x - y) x = -8. A gradient descent step then moves w against the gradient, and torch.no_grad() 
stops the recording while the weight is updated.

w = torch.tensor(0.5, requires_grad=True)
x_in, target = torch.tensor(2.0), torch.tensor(3.0)
loss = (w * x_in - target) ** 2
loss.backward()
print(loss.item(), w.grad.item())
with torch.no_grad():
    w -= 0.1 * w.grad                  # one gradient descent step with 
learning rate 0.1
print(round(w.item(), 4), round(((w * x_in - target) ** 2).item(), 4))

Output

4.0 -8.0
1.3 0.16

The loss falls from 4.0 to about 0.16 in one step. The training loops of this week repeat exactly this 
pattern for thousands of weights at once.

Check your understanding. A has shape (32, 10) and B has shape (10, 4). What is the shape of A @ B?

A. (32, 10)
B. (10, 4)
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C. (32, 4)
D. The product is not defined

Answer: C. The inner dimensions must agree, and the result keeps the outer ones: 32 rows and 4 columns.

Discipline challenges

Networks shine when relations are nonlinear and data are plentiful. Choose a row and compare a 
network with the best model of Weeks 7 and 8 under identical splits.

Department Challenge

Electrical and Electronics Engineering and 
Mechanical Engineering

Power plant output from ambient conditions, UCI 
294, as in the notebook [7].

Civil Engineering Concrete strength with a network, following Yeh’s 
study [17], compared with gradient boosting.

Civil Engineering and Physics Heating and cooling loads of buildings as a two-
output network, UCI 242 [19].

Environmental Engineering and Chemical 
Engineering

Gas turbine NOx emissions, UCI 551, with a 
network and a physics-motivated feature [20].

Physics and Chemistry Critical temperature of superconductors, UCI 464 
[21].

Mechanical Engineering and Industrial 
Engineering

Failure classification on AI4I with a network and 
class weights [22].

Computer Engineering and Mathematics Implement the backward pass of a two-hidden-
layer network in NumPy and verify it with 
numerical gradients.

Food Engineering and Biology Dry bean classification with a network compared 
with the random forest of Week 8 [23].

Statistics Compare early stopping, weight decay and 
dropout over ten seeds and report the variability 
of the test error.

Mining Engineering, Geology and Earth Sciences 
Engineering

Facies classification from well logs with a 
network and a well-wise split [24].

Weekly task

Train a PyTorch network for a regression or classification problem from your department, using the 
switch of the notebook or a dataset from DATASETS.md. Report the architecture, preprocessing, 
optimiser, learning curves, early stopping and a fair comparison with a linear model and a tree ensemble 
on the same test set. Discuss in about 500 words whether the network is worth its complexity, citing at 
least three works from this week’s references [3, 13, 16].

Research and report assignment (optional)

Neural networks for engineering modelling. Review the use of neural networks as surrogate or data-
driven models in one engineering field, such as structural response, process modelling, energy prediction 
or materials properties. Compare network types, training data sizes, validation practices and the 
baselines used, and discuss when physical models or simpler learners were competitive [4, 17, 25].

Both assignments are optional. During an active semester, the weekly task can be sent together with the 
learning log exported from the interactive lab, and the research report on its own, to 
utkukose@sdu.edu.tr or utkukose@gmail.com. They carry no separate weight, but the instructor may 
take them into account as a discretionary adjustment of the midterm component of the grade. The 
assessment section of the syllabus gives the details, and research reports follow the report template of 
the course repository.
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