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Overview

Engineering knowledge lives in text: standards, specifications, maintenance logs, test reports and code. 
Large language models process such text with the transformer architecture, whose self-attention lets 
every token weigh every other token [1]. Pretrained on vast corpora and tuned to follow instructions, 
they draft, summarise, translate and write code [2, 3, 4], but they also produce fluent statements that are 
false [5]. This week builds tokenisation, attention and a tiny transformer from scratch, connects a 
language task to retrieval so that answers rest on cited documents [6], surveys generative models for 
images and designs [7, 8], and sets out rules for responsible use in engineering work.

Estimated study time: 10 to 12 hours.

Final project. The final project is due at the end of Week 14. The project page lists the 
deliverables and the evaluation criteria.

Learning outcomes

By the end of the week, students are expected to explain tokenisation, embeddings and scaled dot-
product attention, to compute attention weights for a small example, to describe how decoder-only 
language models are pretrained and tuned, to explain the effect of sampling temperature, to build and 
evaluate a retrieval step that grounds answers in documents, to name the main families of generative 
models, and to state the verification and confidentiality duties that apply when engineers use these tools.

Python in this week

These notes close with Python step 13: Text, vectors and attention. It covers strings and their methods, 
counting words with Counter, regular expressions for quantities with units, JSON files, bag-of-words 
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vectors with cosine similarity for retrieval, and softmax attention with a causal mask, applied to 
maintenance logs, specifications and word embeddings [1, 9]. In the course materials, the step is taught 
at the start of the Colab notebook, where each snippet runs in a cell next to its explanation and short 
exercises give immediate feedback, and later sections of the notebook mark further constructs as Python 
moves.

Text as engineering data

A large share of engineering knowledge is written: standards and codes, design reports, maintenance and 
incident logs, requirements, patents and source code. Natural language processing turns such text into 
data. Classic tasks include search and retrieval, classification of reports, extraction of quantities and 
entities, summarisation and translation. Information retrieval developed many of the tools, such as term 
weighting and vector space models, long before neural networks [10]. Large language models add the 
ability to generate text and code, which changes how engineers draft, search and program, and raises 
new questions about accuracy and responsibility.

From words to vectors

A model first splits text into tokens. Whole words give huge vocabularies and fail on new words; single 
characters make sequences long. Byte-pair encoding starts from characters and repeatedly merges the 
most frequent adjacent pair into a new symbol, so that common words become single tokens while rare 
words split into meaningful pieces [11]. Each token is then mapped to a vector, its embedding. Word2vec 
showed that embeddings learned from co-occurrence capture semantic relations, so that words used in 
similar contexts receive similar vectors [12]. Sentence embeddings extend the idea to whole passages and 
support semantic search [13].

Attention and the transformer

Attention was introduced to let a translation model look at the relevant words of the source sentence 
while producing each output word [14]. The transformer made attention the central operation [1]. Every 
token produces a query, a key and a value vector through learned linear maps. The attention weights of a 
token are the softmax of the dot products of its query with all keys, divided by the square root of the key 
dimension; its output is the weighted sum of the values. Several attention heads run in parallel and learn 
different relations, positional encodings inject word order, and residual connections and layer 
normalisation, as in the ResNets of Week 11, keep deep stacks trainable.

Two families dominate. Encoder models such as BERT see the whole text at once and are pretrained to 
fill in masked words, which suits classification and extraction [15]. Decoder models such as GPT are 
pretrained to predict the next token from the previous ones, with a causal mask that hides the future, 
and generate text one token at a time [2, 16]. Transformers now process images, sequences of 
measurements and molecules as well [17, 18].

Animation: Where does each token look?. Select a token of the sentence to see its 
attention weights over the others. The embeddings here are small hand-made vectors, chosen 
for illustration rather than learned; the temperature scales the dot products before the 
softmax. Run it on the lecture page.
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Figure 13.1. Attention weights of one head of the tiny character-level transformer trained in the notebook. 
The causal mask leaves the upper triangle empty: No position may look at later characters.

Check your understanding. In scaled dot-product attention, why are the dot products divided by the 
square root of the key dimension?

A. To make the weights sum to one
B. To keep the dot products from growing with the dimension, which would push the softmax into 
saturation
C. To hide future tokens
D. To reduce the number of parameters

Answer: B. Large dot products make the softmax nearly one-hot and its gradients tiny; the scaling keeps 
them in a useful range [1].

Large language models

A language model assigns probabilities to the next token. Trained on hundreds of billions of tokens, 
decoder transformers develop broad abilities, and performance improves predictably with model size, 
data and compute, as empirical scaling laws describe [19]. GPT-3 showed that a large model can perform 
new tasks from a few examples in the prompt, without changing its weights [2]. Instruction tuning and 
reinforcement learning from human feedback then align models with what users ask for [3]. Prompts 
that ask for intermediate reasoning steps improve performance on multi-step problems [20], and models 
trained on code write and explain programs [4]. Such broadly trained models, adapted to many tasks, are 
called foundation models [21].

Generation samples tokens from the predicted distribution. A temperature below one sharpens the 
distribution towards the most likely tokens; a temperature above one flattens it and increases variety 
and the risk of nonsense. The model has no built-in notion of truth: It produces what is probable given 
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its training, and fluent but unsupported statements, called hallucinations, are a known failure mode [5]. 
For an engineer, a model’s answer about a load factor or a material property is a hypothesis to check, 
never a source.

Check your understanding. A model’s next-token logits are 2.0, 1.0 and 0.0. What happens to the 
probability of the first token when the temperature is lowered from 1.0 to 0.5?

A. It decreases
B. It increases, because dividing the logits by a smaller temperature enlarges their differences
C. It stays the same
D. It becomes exactly 0.5

Answer: B. Dividing by 0.5 doubles the gaps between logits, so the softmax concentrates more mass on the 
largest one.

Retrieval-augmented generation

Retrieval-augmented generation combines a retriever with a generator [6]. The retriever searches a 
document collection, for example a company’s standards or a project’s reports, for passages relevant to 
the question. The generator then answers using those passages and can cite them. Grounding reduces 
hallucination, keeps answers current without retraining, and lets a reader verify each claim against its 
source. Retrieval can use sparse term weighting such as TF-IDF [10] or dense sentence embeddings [13]. 
Its quality can be measured like any classifier: For a set of questions with known relevant passages, the 
share of questions whose relevant passage appears among the top results is the hit rate.

Figure 13.2. Cosine similarities between test questions and the passages of the notebook’s small 
engineering knowledge base, computed with TF-IDF vectors. Bright cells on the diagonal mean the right 
passage is found first.

Check your understanding. What is the main engineering benefit of retrieval-augmented generation 
over asking a model directly?
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A. It removes the need for any verification
B. Answers are grounded in cited documents that can be checked and updated
C. It makes the model smaller
D. It guarantees correct answers

Answer: B. Retrieval ties answers to sources; checking them remains necessary, but it becomes possible [6].

Generative models beyond text

Variational autoencoders learn a latent space from which new samples can be decoded [22]. Generative 
adversarial networks train a generator against a discriminator that tries to tell real from generated data 
[23]. Diffusion models learn to reverse a gradual noising process and now produce high-quality images; 
latent diffusion runs the process in a compressed space to make it efficient [7, 8]. In engineering, 
generative models propose designs, create synthetic training images for rare defects, and suggest 
candidate materials; deep learning has proposed hundreds of thousands of stable crystal structures [24], 
and language models have planned and run chemistry experiments with robotic equipment [25]. Every 
generated design still has to satisfy the physics, the codes and the tests.

Responsible use in engineering work

Engineers remain accountable for their work, whatever tools they use. Four rules follow. Verify every 
factual or numerical claim against a primary source, a calculation or a test. Do not paste confidential 
designs, personal data or unpublished results into external services unless the organisation’s policy 
allows it. Cite the sources that support the work, not the tool. And treat model inputs as an attack 
surface: Instructions hidden in documents can manipulate a model that reads them, and small 
perturbations can change the decisions of learned models [26]. The energy cost of training and running 
large models is also part of the engineering trade-off [27]. The course policy on the use of these tools is 
stated in the syllabus.

Python step 13: Text, vectors and attention

Strings

Text is a sequence of characters. Strings support indexing and slicing like lists, and their methods return 
transformed copies: strip removes surrounding spaces, lower converts to lower case, split breaks 
a string into a list of words, and join glues a list of strings together. in tests whether a piece of text 
occurs, and count counts its occurrences. Strings cannot be changed in place, so every method returns a 
new string.

line = "  2026-03-14 PUMP-3: High vibration at bearing DE; replaced 
seal.  "
clean = line.strip()
print(clean[:10], "|", clean[11:17])
print(clean.lower().split())
print("vibration" in clean.lower(), clean.count("e"))
print(" / ".join(["seal", "bearing", "impeller"]))
print(len("İSTANBUL"), len("İSTANBUL".lower()))

Output

2026-03-14 | PUMP-3
['2026-03-14', 'pump-3:', 'high', 'vibration', 'at', 'bearing', 'de;', 
'replaced', 'seal.']
True 4
seal / bearing / impeller
8 9
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The last line shows a detail that matters for Turkish text. Converting the capital dotted İ to lower case 
with the default Unicode rules produces an i followed by a combining dot, so the lower-case string is one 
character longer than the original. Language-aware processing, for example search in Turkish 
documents, has to treat such letters explicitly.

Counting words

collections.Counter counts the elements of any sequence and reports the most common ones. 
The nested comprehension below turns several log entries into one list of words: The first for runs over 
the entries and the second over the words of each entry. re.findall(r"[a-z]+", ...) keeps 
runs of letters and drops digits and punctuation. A dictionary comprehension builds a dictionary in the 
same compact way, and sorted with a key orders items by a computed value.

import re
from collections import Counter

logs = ["High vibration at pump 3, bearing replaced.",
        "Pump 3 seal leaking; seal replaced.",
        "Low flow at pump 1, strainer cleaned.",
        "Vibration normal after bearing replacement at pump 3."]
words = [w for entry in logs for w in re.findall(r"[a-z]+", 
entry.lower())]
counts = Counter(words)
print(counts.most_common(4))
repeated = {w: n for w, n in counts.items() if n > 1}
print(sorted(repeated, key=repeated.get, reverse=True))

Output

[('pump', 4), ('at', 3), ('vibration', 2), ('bearing', 2)]
['pump', 'at', 'vibration', 'bearing', 'replaced', 'seal']

Word counts of this kind are the starting point of the TF-IDF retrieval of this week, which weights each 
word by how rare it is across all documents.

Patterns with regular expressions

Regular expressions describe patterns of text. \d+ matches one or more digits, (?:\.\d+)? an 
optional decimal part, \s* optional spaces and (MPa|kN|mm) one of three units. Parentheses without 
?: capture the parts that re.findall returns, here pairs of value and unit taken from a specification 
sentence.

spec = "Use C30/37 concrete with 28-day strength 38 MPa, cover 40 mm 
and a column load of 1250.5 kN."
pairs = re.findall(r"(\d+(?:\.\d+)?)\s*(MPa|kN|mm)", spec)
print(pairs)
print({unit: float(value) for value, unit in pairs})

Output

[('38', 'MPa'), ('40', 'mm'), ('1250.5', 'kN')]
{'MPa': 38.0, 'mm': 40.0, 'kN': 1250.5}

Saving and loading structured text

Files are opened with open inside a with block, which closes the file automatically. JSON stores lists 
and dictionaries as text that other programs and languages can read, a convenient format for a small 
knowledge base of passages such as the one used for retrieval in this week.
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import json

passages = [{"id": "P1", "text": "Strength falls as the water-cement 
ratio rises."},
            {"id": "P2", "text": "Clays plot above the A-line of the 
plasticity chart."}]
with open("kb_demo.json", "w", encoding="utf-8") as f:
    json.dump(passages, f, indent=1)
with open("kb_demo.json", encoding="utf-8") as f:
    loaded = json.load(f)
print(len(loaded), loaded[1]["id"], loaded[1]["text"])

Output

2 P2 Clays plot above the A-line of the plasticity chart.

From counts to vectors: retrieval

Retrieval compares a question with stored passages. A bag-of-words vector counts how often each word 
of a fixed vocabulary occurs in a text. The cosine similarity of two vectors, their dot product divided by 
the product of their lengths, is 1 for texts with the same word proportions and 0 for texts without a 
common word. Stacking the vectors of all passages into a matrix turns the comparison with a question 
into one matrix-vector product. This is the retrieval step of retrieval-augmented generation in its 
simplest form; TF-IDF weighting refines it by giving rare words more influence.

import numpy as np

vocab = sorted(set(words))
col = {w: i for i, w in enumerate(vocab)}

def bow(text):
    """Bag-of-words count vector of a text over the vocabulary."""
    v = np.zeros(len(vocab))
    for w in re.findall(r"[a-z]+", text.lower()):
        if w in col:
            v[col[w]] += 1
    return v

D = np.array([bow(entry) for entry in logs])          # one row per log 
entry
q = bow("bearing vibration")
sim = D @ q / (np.linalg.norm(D, axis=1) * np.linalg.norm(q))
print(D.shape, sim.round(2))
print("best match:", logs[int(np.argmax(sim))])

Output

(4, 15) [0.58 0.   0.   0.53]
best match: High vibration at pump 3, bearing replaced.

Softmax and attention

Attention lets every token of a sequence gather information from the other tokens [1]. Each token has a 
query, a key and a value vector. The scores are the dot products of queries and keys, divided by the 
square root of their length. A softmax along each row turns the scores into weights that are positive and 
sum to one, and each output is the weighted mean of the values. In a transformer, learned matrices 
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produce queries, keys and values from the token embeddings; the toy example below uses three hand-
made embeddings directly, with “pump” and “impeller” deliberately similar.

def softmax(s, axis=-1):
    """Softmax along an axis; subtracting the maximum avoids 
overflow."""
    e = np.exp(s - s.max(axis=axis, keepdims=True))
    return e / e.sum(axis=axis, keepdims=True)

emb = np.array([[1.0, 0.0, 1.0, 0.0],      # "pump"
                [0.0, 1.0, 0.0, 1.0],      # "seal"
                [1.0, 0.0, 0.9, 0.1]])     # "impeller"
Q, K, V = emb, emb, emb
scores = Q @ K.T / np.sqrt(emb.shape[1])
weights = softmax(scores, axis=1)
print(weights.round(2))
print((weights @ V).round(2))

Output

[[0.43 0.16 0.41]
 [0.21 0.57 0.22]
 [0.42 0.17 0.41]]
[[0.84 0.16 0.8  0.2 ]
 [0.43 0.57 0.41 0.59]
 [0.83 0.17 0.79 0.21]]

A model that generates text one token at a time must not look at future tokens. A causal mask sets the 
scores above the diagonal to minus infinity before the softmax, so that every token attends only to itself 
and to earlier tokens, as in the decoders of generative language models [2].

future = np.triu(np.ones((3, 3), dtype=bool), k=1)     # True above the 
diagonal
print(softmax(np.where(future, -np.inf, scores), axis=1).round(2))

Output

[[1.   0.   0.  ]
 [0.27 0.73 0.  ]
 [0.42 0.17 0.41]]

Check your understanding. What does “pump seal leak”.split() return?

A. [“pump”, “seal”, “leak”]
B. “pumpsealleak”
C. [“p”, “u”, “m”, “p”]
D. 3

Answer: A. Without an argument, split breaks the string at runs of white space and returns the words as a 
list.

Discipline challenges

Every department writes and reads text. Choose a row and adapt the notebook’s retrieval section, or its 
tiny language model, to the documents named there.

Department Challenge

Computer Engineering Retrieval over the documentation of a software 
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Department Challenge

library; evaluate code suggestions against unit 
tests [4].

Civil Engineering Retrieval over summaries of design code clauses 
written by the student; answer questions with 
clause citations.

Mechanical Engineering and Industrial 
Engineering

Classify maintenance log entries by failure mode 
with TF-IDF and a linear classifier.

Electrical and Electronics Engineering Extract ratings and quantities from equipment 
datasheets and check them against the source.

Chemistry and Chemical Engineering Summarise safety data sheet sections and verify 
every hazard statement against the original [25].

Environmental Engineering Search environmental impact report passages for 
mitigation measures by topic.

Food Engineering and Biology Retrieval over open protocols for laboratory 
methods with a check of every quantity.

Geological Engineering, Geophysical Engineering, 
Mining and Earth Sciences Engineering

Index field notes or borehole log descriptions and 
query lithologies.

Physics, Mathematics and Statistics Implement multi-head attention in NumPy and 
verify it against PyTorch’s 
nn.MultiheadAttention.

Textile Engineering and Automotive Engineering Cluster customer complaint texts by topic and 
relate the clusters to process or design causes.

Weekly task

Build a small retrieval system for documents of your department that you are allowed to share, such as 
public standards summaries, course notes or open reports. Create at least ten passages and ten test 
questions with known answers, measure the hit rate at 1 and at 3 with TF-IDF, and discuss failure cases. 
If you also use a language model, show one grounded answer with citations and one answer that needed 
correction. Write about 500 words and cite at least three works from this week’s references [1, 5, 6].

Research and report assignment (optional)

Language models in engineering practice. Review how large language models are evaluated or used 
in one engineering activity, such as code generation, requirements engineering, standards compliance 
checking, maintenance log analysis or laboratory automation. Discuss accuracy, verification, 
confidentiality and accountability, with attention to documented failure modes [4, 5, 21, 25].

Both assignments are optional. During an active semester, the weekly task can be sent together with the 
learning log exported from the interactive lab, and the research report on its own, to 
utkukose@sdu.edu.tr or utkukose@gmail.com. They carry no separate weight, but the instructor may 
take them into account as a discretionary adjustment of the midterm component of the grade. The 
assessment section of the syllabus gives the details, and research reports follow the report template of 
the course repository.
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