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Overview

Scientific theories of consciousness make claims about the mechanisms that give rise to
experience. This week examines the global workspace, integrated information, higher-order and
recurrent processing theories, and a recent method that derives indicator properties from them to
assess Al systems [1, 2, 3].

Learning outcomes

By the end of the week, students are expected to describe four major theories of consciousness
and what each implies for machines, to compute a simplified integration measure for small
networks, to explain the indicator property method and its assumption of computational
functionalism, and to state the main disagreements about conscious Al.

Lecture

Global workspace theories

Baars proposed that consciousness corresponds to a global workspace: a limited-capacity stage
on which information is broadcast to many specialised, unconscious processors [1]. Only
content that wins the competition for the workspace becomes conscious and available for report
and flexible use. Dehaene and Naccache developed a neuronal version in which conscious
access involves a sudden, self-sustaining ignition of activity in long-range cortical networks [4].
On this family of theories, a machine with specialised modules, a limited workspace and global
broadcast would satisfy the central conditions. The notebook simulates ignition, a nonlinear
transition from local to global activity as stimulus strength increases.

Integrated information theory

Tononi proposed that consciousness corresponds to integrated information, the extent to which
a system as a whole generates information over and above its parts [2]. The theory was later
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formulated from axioms about the essential properties of experience, from which it derives
requirements for its physical substrate [5, 6]. Its measure, @, is defined over the cause-effect
structure of a system, and purely feedforward systems have zero @, whatever they compute.
Integrated information theory therefore implies that a conventional digital computer running
any program might have very little consciousness, because the relevant quantity depends on the
physical causal structure, not on the software.

The lab and the notebook compute a much simpler quantity: how much the whole system's past
predicts its future beyond what the best split into two parts predicts. Figure 11.1 shows that this
simplified measure is zero for independent or feedforward networks and positive for recurrent
loops, which mirrors one qualitative claim of the theory without reproducing its formal
machinery.

A simplified, lIT-inspired integration measure for three-node boolean networks
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Figure 11.1. A simplified integration measure, whole-system information minus the information of the best
split into parts, for five three-node boolean networks. It is inspired by, but not equal to, @ of integrated
information theory [2, 6].

Higher-order and recurrent processing theories

Higher-order theories hold that a mental state is conscious when the subject is aware of being in
it, for example through a higher-order thought about the state [7]. A machine would need to
represent some of its own states as its own. Recurrent processing theory holds that
consciousness arises when feedback from higher to lower visual areas produces sustained
recurrent activity, even without global broadcast [8]. The theories disagree about where
consciousness begins, which matters for machines because different architectures satisfy
different conditions.

Indicator properties and the debate about Al

Butlin and colleagues proposed an empirical method for assessing Al systems [3]. Assuming
computational functionalism as a working hypothesis, they derived indicator properties from
several scientific theories, including recurrent processing, global workspace, higher-order,
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predictive processing and attention schema theories, together with agency and embodiment.
They assessed several recent systems and concluded that no current Al system is conscious, but
also that there are no obvious barriers to building systems that satisfy the indicators. Chalmers
examined large language models and argued that they lack several features that many theories
require, such as recurrent processing, a global workspace and unified agency, while such
features could be added in future systems [9].

Others doubt the functionalist assumption. Seth argued for biological naturalism, the view that
consciousness may depend on properties of living systems, such as the regulation of a living
body, so that computation alone would not suffice [10]. The lab lets students weigh the theories
by credence and see how the verdict about an architecture depends on those weights.

Pause and reflect. Would you change how you treat a system if its indicator score rose?
What does your answer reveal about the role of theory in such judgements?

Hands-on components

Interactive lab: Part A combines indicator properties with your credence in each theory to score
six Al architectures. The indicator settings are illustrative starting points for discussion, not the
assessments of the cited report. Part B computes a simplified integration measure for three-node
networks that you design [2, 3]. Link: https://utkukose.github.io/philosophy-of-ai-NB-
lecture/weeks/week-11/lab.html

Colab notebook: The notebook implements the simplified integration measure for small
boolean networks and simulates ignition in a single global workspace unit with self-excitation
[2, 4]. Link: https://colab.research.google.com/github/utkukose/philosophy-of-ai-NB-lecture/
blob/main/weeks/week-11/NB11_machine_consciousness.ipynb

Reflection prompts

1. Set the credences in the lab to your own beliefs. Which architecture scores highest, and
would you accept that verdict?

2. The simplified measure distinguishes loops from feedforward networks. Is that
difference a plausible marker of consciousness? Why or why not?

3. Which theory of this week is most testable, and what experiment would you run on an
Al system to test it?

Weekly task and submission

Write about 600 words that assess one current Al system with the indicator method, using at
least three theories, and discuss whether computational functionalism is a reasonable working
assumption. Include the lab chart for your credences and attach the notebook with both
exercises completed.
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The weekly task supports self-learning and builds a personal portfolio. When the course is
followed with the instructor during an active semester, the task can be sent together with the
exported learning log to utkukose@sdu.edu.tr or utkukose@gmail.com for evaluation.
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