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Overview

Day 1 showed models that explain themselves. Most models in use cannot be read directly: A random 
forest of 300 trees or a boosted ensemble makes good predictions without a readable structure. Model-
agnostic methods explain such models by asking them questions, that is, by changing the inputs and 
watching the predictions [1]. This day covers the main families: Permutation importance for the whole 
model, partial dependence and individual conditional expectation (ICE) curves for the effect of one 
feature  [2],  local  interpretable  model-agnostic  explanations  (LIME)  [3]  and  Shapley  additive 
explanations (SHAP) [4] for one prediction, and counterfactuals [5] and anchors [6] for what would 
change a prediction and what keeps it. The running example is a random forest for the tumour data of Day 
1.

Estimated study time: 6 to 8 hours.

Learning outcomes

By the end of the day, students are expected to explain the idea of a model-agnostic explanation, to 
compute and read permutation importance, partial dependence and individual conditional expectation 
(ICE) curves, to explain one prediction with local interpretable model-agnostic explanations (LIME) and 
with Shapley additive explanations (SHAP) and compare the two, to state what a counterfactual and an 
anchor answer, and to choose a method for a given question. In Python, students are expected to use  
NumPy arrays, reproducible random numbers and functions that receive a model as an argument.

Python in this day

The lecture is followed by Python step 2: NumPy arrays, randomness and functions. It covers arrays and 
their shape, arithmetic and masks, reproducible random numbers and functions that receive a model [7]. 
The Colab notebook opens with the same step as runnable cells.

How these notes point to the Python code. Every method of this lecture is also written as Python code in 
the Colab notebook of the day, the file NB02_model_agnostic_methods.ipynb. A Colab notebook is 
a document of text and Python code that runs in the web browser, with nothing to install. It opens with the 
button Open in Colab on the day overview page of the course, https://github.com/utkukose/xai-veltech-
NB-lecture/tree/main/days/day-02. The code of the notebook is divided into numbered sections. In these 
notes, each box titled Python code in the Colab notebook, Section N names the section whose code carries 
out what the text above the box explains, and says what to run and what to look at there. The animations 
that  the  notes  mention  are  interactive  figures  on  the  lecture  page  of  the  day,  
https://utkukose.github.io/xai-veltech-NB-lecture/days/day-02/lecture.html. The interactive lab, with the 
practice  parts  and  the  self-assessment  of  the  day,  is  at 
https://utkukose.github.io/xai-veltech-NB-lecture/days/day-02/lab.html.
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Explaining a model that cannot be read

The diagnosis case so far

Day 1 built readable models of the diagnosis. A threshold rule on the worst concave points was right for 
89.5 percent of the test tumours, a tree of depth three for 94.4 percent and a logistic regression with 31 
values for 98.6 percent, more than a random forest with 10344 nodes. On the lesion images, a model that 
was 96 percent accurate fell to the level of guessing once the marker carried no information, and a map 
of its weights showed why.

This day keeps the tumour data and turns to the random forest, the model of Day 1 that cannot be read. 
Without opening it, the day answers four questions of the audit: which measurements the forest relies  
on, how a measurement acts, why the forest decides as it does for one patient and what would change 
that decision.

A model-agnostic method treats the model as a box with inputs and outputs. It needs only one thing from 
the model: the ability to predict for any input it is given. By changing the inputs in a planned way and 
watching the predictions, it builds an explanation that can be read, whatever the model is inside [1]. The 
same method therefore works for a random forest, a boosted ensemble or a neural network, and two 
models can be compared with the same explanation. A model of this kind, too large to read and used only 
through its predictions, is called a black box.

A case, here a tumour, is described by d numbers, its features: x = (x1, …, xd), where xj is the value of 
feature j. The model is a function f, and f(x) is its prediction for the case x. A data set holds n cases x(1), …, 
x(n) with their known outcomes y(1), …, y(n), the labels.

The  methods  of  the  day  answer  different  questions.  Some describe  the  whole  model,  others  one 
prediction. The model of the day is a random forest of 300 trees for the tumour data, which reaches about 
96 percent accuracy on the test tumours, and every method of the day explains it.

The tumour data of Day 1 hold 569 breast tumours [8]. Each has d = 30 measurements of its cell nuclei 
and a label, y = 1 for benign and y = 0 for malignant. Ten properties of a nucleus are measured, among 
them its radius, its perimeter and its area. Others are the texture, which is the variation of the grey values, 
the smoothness of the outline, and the concavity and the concave points, the depth and the number of  
dents in the outline. For each property the data hold the mean over the nuclei of an image, its standard  
error, in a column named error, and the mean of the three largest values, named worst. A quarter of the  
tumours, 143, are set aside as test tumours, and the model learns from the other 426, the training tumours.

The model is a random forest, a set of decision trees. A decision tree, the readable model of Day 1, asks a 
sequence of yes or no questions about the measurements and ends in a leaf. Each tree of a forest is grown 
on a random resample of the training tumours and may use only a random part of the measurements at 
each question, so the trees differ. Tree number b answers with the share of benign tumours among the 
training tumours in the leaf that the case reaches, written pb(x), and the forest averages its B trees:

The sign Σ means: Add the term for b = 1, 2, …, B. With B = 300 trees, f(x) is a number between 0 and 1, 
the predicted probability that the tumour is benign, and the forest decides for benign when f(x) > 0.5. Its 
trees hold 8992 questions and leaves in total, far too many to follow.
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Two numbers measure the quality of the forest on the n = 143 test tumours. The accuracy is the share of 
correct decisions. The area under the receiver operating characteristic curve, abbreviated AUC, does not 
need the threshold of 0.5: It is the share of all pairs of one benign and one malignant tumour in which the 
benign tumour receives the higher prediction.

Here n1 and n0 are the numbers of benign and of malignant test tumours. An AUC of 1 means that every 
benign tumour is ranked above every malignant one, and 0.5 is the level of guessing. The forest decides 
137 of the 143 test tumours correctly, an accuracy of 0.958, and it orders 4741 of the 90 × 53 = 4770 pairs 
correctly, an AUC of 0.994.

The case of the day is test patient 3. The forest gives this tumour f(x) = 0.888, the average of its 300 tree 
answers, and the diagnosis in the data is benign. Among the test tumours, 70 of the 90 benign ones receive 
more than 0.9 and 42 of the 53 malignant ones less than 0.1. The patient is a benign case with some doubt 
left.

Python code in the Colab notebook, Section 1.

Open Section 1 of the Colab notebook and run it. The setup cell, Section 0, has already trained the  
random forest rf, defined the function f, which returns the predicted probability of benign, and chosen 
the patient whose prediction the day explains, CASE = 3. It printed the AUC on the test data. Section 1 
prints the test accuracy and the probability for this patient and draws the histogram of the probabilities of 
all test tumours.

Check your understanding (1). What does a model-agnostic explanation method need from the model?

A. Its weights

B. Its training data

C. Only predictions for inputs it is given

D. Its source code

Which features matter? Permutation importance

Permutation importance asks how much the model relies on a feature. It shuffles the values of that feature 
across the test cases, which breaks the link between the feature and the outcome, and measures how much 
the performance drops. A large drop means the model depends on the feature; no drop means it can do 
without it. Repeating the shuffle shows how stable the result is.

As a formula, let X be the table of the test cases, with one row per case and one column per feature, y their 
labels, and M(f, X, y) a performance measure, the accuracy or the AUC. Let X̃(j,r), with a tilde, be the same 
table after the values of column j have been put into a random order for the r-th time: Every case keeps its 
other features and its label and receives the value of feature j of some other case. The drop of one shuffle, 
the importance as the mean drop over R shuffles, and its standard deviation, the usual measure of spread, 
are
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For the forest, the measure is the AUC, and each of the 30 measurements is shuffled R = 10 times. A 
feature that the model never reads has an importance of exactly 0, because shuffling it changes no 
prediction. A value slightly below 0 means that a shuffle improved the performance by chance.

Worked example: permutation importance by hand

A rule calls a tumour benign when its worst area is below 800. Four test tumours have the areas 400,  
1200, 600 and 900 and the labels benign, malignant, benign and malignant, so the rule decides all four 
correctly: Its accuracy is 1.

A first shuffle gives the tumours the areas 1200, 400, 600 and 900. The first two decisions are now 
wrong, and the accuracy is 2 / 4 = 0.5, a drop of 0.5. A second shuffle, 600, 900, 400, 1200, leaves every 
tumour on its side of 800, a drop of 0. A third shuffle, 900, 600, 1200, 400, makes all four decisions 
wrong, a drop of 1.

The importance is the mean drop, (0.5 + 0 + 1) / 3 = 0.5, with the standard deviation √((0² + 0.5² + 0.5²) / 
3) = 0.41. With four cases one shuffle says little, which is why the shuffle is repeated and the spread 
reported.

Figure. Permutation importance of the random forest on the test tumours: the mean drop of the test AUC over ten  

shuffles for the ten most important measurements, with one standard deviation to each side in orange.

The figure shows the ten measurements with the largest importance. A bar is the mean drop PI j, and the 
orange line reaches one standard deviation SDj to each side. The worst perimeter leads with 0.0033, 
followed by the worst area with 0.0030 and the worst concave points with 0.0026. All drops are tiny: 
Even for the first measurement the AUC falls only from 0.994 to about 0.991. The spread is as large as the 
bars, 0.0033 for the worst area, so the order of the first places is not reliable. Ten of the 30 measurements 
have an importance of zero or slightly below.
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One caution matters in practice. When two features carry the same information, shuffling one of them 
costs little because the model can use the other, and both may look unimportant. The tumour data contain 
many such pairs, for example the radius and the perimeter of a nucleus. This is the correlation trap of  
permutation  importance.  Two  features  are  correlated  when  they  rise  and  fall  together,  which  the 
correlation coefficient, defined in the last section of this lecture, measures on a scale from −1 to 1. Of the 
435 pairs of measurements,  21 have a coefficient  above 0.9,  so the forest  can replace almost any 
measurement by a relative, which explains the tiny drops. That section also shows the effect with two 
measurements that are almost copies of each other, the mean radius and the mean perimeter.

A shuffle also creates cases that cannot exist, such as a nucleus with a small radius and a large perimeter. 
The conditional variant of permutation importance avoids them: It shuffles a feature only among cases 
with similar values of its closest relative, and so measures what the feature adds beyond that relative.

Python code in the Colab notebook, Section 2.

Open Section 2 of the Colab notebook and run it. The function permutation_importance_scratch 
shuffles one column with rng.permutation, measures the drop of the AUC and repeats this ten times 
for every feature. The cell draws the mean drops with their standard deviations as error bars and lists  
both numbers in a table below the figure.

Check your understanding (2). Shuffling a feature barely changes the accuracy. What can be concluded?

A. The feature is irrelevant to the outcome

B. The model does not need it, possibly because another feature carries the same information

C. The model is wrong

D. The feature has missing values

Check your understanding (3). A model has a test accuracy of 0.90. After three shuffles of one feature 
the accuracies are 0.80, 0.84 and 0.82. What is the permutation importance of the feature?

A. 0.08

B. 0.10

C. 0.82

D. 0.90

How does a feature act? Partial dependence and ICE

Partial dependence shows how the average prediction changes when one feature is set to different values 
for all cases. Individual conditional expectation (ICE) curves show the same for each case separately, so 
that differences between cases become visible. If all ICE curves have the same shape, the average tells the 
whole story; if they cross or spread, the feature acts differently for different cases, usually because it  
interacts with other features [2].

Both are computed by overwriting one column of the data. For case i, write x(i)
−j for all its features except 

feature j, and f(v, x(i)
−j) for the prediction when feature j is set to the value v while the others keep their 

values. The ICE curve of case i and the partial dependence, abbreviated PD, are these predictions as 
functions of v:

6



The value v runs over a grid from small to large values of the feature. The partial dependence at v is the 
average of the n ICE curves at v, and its curve is called a partial dependence plot, abbreviated PDP. Two 
features interact when the effect of one depends on the value of the other, which shows as ICE curves of 
different shapes.

Worked example: ICE curves and partial dependence

A model of two features multiplies them: f(x1, x2) = x1 x2. Three cases have the features (1, 0), (2, 1) and 
(3, 2). For feature 1, the ICE curve of the first case is f(v, 0) = 0 for every v, that of the second case is f(v, 
1) = v, and that of the third is f(v, 2) = 2v.

At v = 1 the three curves have the values 0, 1 and 2, so the partial dependence is (0 + 1 + 2) / 3 = 1. At  
v = 3 the values are 0, 3 and 6, and the partial dependence is 3. It rises by 1 for every unit of feature 1,  
while the single curves rise by 0, by 1 and by 2. The different slopes are the sign of an interaction: The 
effect of feature 1 depends on feature 2.

Figure. Left: ICE curves of 60 test tumours and their average, the partial dependence (PDP), for the worst area.  

Right: the centred partial dependence and the accumulated local effects (ALE) of the same measurement.

The left panel shows the ICE curves of 60 test tumours for the worst area and, in red, their average. The 
vertical axis is the predicted probability of benign. Up to an area of about 640 the curves hardly move,  
between about 700 and 980 every curve falls, and above 1000 they are flat: The forest has learned a 
threshold. The average falls from 0.64 to 0.44. The single curves fall by 0.11 to 0.30, more for tumours 
that start near 1 than for tumours that start near 0. Only 4 of the 60 curves cross 0.5, so for most tumours a 
larger worst area alone does not change the decision.

Partial dependence has a weak point. It sets feature j to v for every case, also where this value cannot 
occur together with the other features: A tumour with a worst radius of 12 is given a worst area of 2000, 
and no such tumour exists in the data. Accumulated local effects, abbreviated ALE, avoid this [2]. The  
range of the feature is cut into K intervals with the edges z0 < z1 < … < zK, chosen so that each holds about 
the same number of cases. Interval k holds the nk cases whose value lies above zk−1 and at most at zk, the set 
Ik, and the smallest value belongs to the first interval. Each case is moved only from the lower to the upper 
edge of its own interval. The mean change of the prediction is the local effect Δk, with the Greek letter 
Delta, and the curve adds up, or accumulates, these effects:
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The sign  reads ∈ in. The constant c is chosen so that the curve has the average 0 over the cases. An ALE 
curve therefore shows changes and not levels: how much higher or lower the prediction is than on 
average.

Worked example, continued: accumulated local effects

For feature 1 of the example above, take the edges z0 = 1, z1 = 2 and z2 = 3. The first interval holds the 
cases with the values 1 and 2, and the second the case with the value 3. Moving the first case from 1 to 2 
changes its prediction by f(2, 0) − f(1, 0) = 0 and the second by f(2, 1) − f(1, 1) = 1, so Δ1 = 0.5. In the 
second interval, Δ2 = f(3, 2) − f(2, 2) = 2.

Before centring, the ALE curve has the values 0, 0.5 and 2.5 at the three edges. From 2 to 3 it rises by 2, 
twice as much as the partial dependence. The partial dependence also averages over the first case, 
although its second feature of 0 never occurs together with a first feature of 3.

The right panel compares the two curves for the worst area, with  K = 20 intervals and the partial 
dependence centred by subtracting its mean over the grid. Both fall in the same place and by almost the 
same amount, 0.20 and 0.21. They lie at different heights only because each is centred with its own 
average, and the ALE curve reaches further to the right because its last interval ends at the largest test  
value, 4254. On this model the impossible combinations did little harm. When the two curves differ in  
shape, the ALE curve is the one to trust for correlated features [2].

Two further measurements, the worst concave points and the worst radius, are drawn in the same way.  
The grid has 100 values between about the 5th and the 95th percentile of the test tumours, the values 
below which 5 and 95 percent of them lie. The average runs over all 143 test tumours. It falls from 0.66 to 
0.49 as the worst concave points grow from 0.03 to 0.22, and from 0.65 to 0.53 as the worst radius grows 
from 10.5 to 25.2.

Python code in the Colab notebook, Section 3.

Open Section 3 of the Colab notebook and run it. PartialDependenceDisplay.from_estimator 
with kind="both" draws the ICE curves of 60 tumours and their average, the partial dependence, for 
two measurements. A list below the figure then offers every other measurement for the same plot.

Why this case? LIME

LIME, short for local interpretable model-agnostic explanations, explains one prediction by fitting a 
simple model around it  [3].  It  creates many inputs close to the case,  asks the black box for their  
predictions, and fits a linear model to these answers, giving more weight to inputs that are closer to the 
case. The weights of the linear model are the explanation. The width of the neighbourhood is a choice, 
and the explanation can change with it, as the animation shows. The simple model is called a surrogate, a 
stand-in for the black box near the case.

The method has five steps. First, N samples z1, …, zN are drawn around the case x: Feature j of a sample is 
a random number from a normal distribution, the bell-shaped distribution, with the mean  xj and the 
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standard deviation sj of this feature in the training data. Second, the black box is asked for f(zk) for every 
sample. Third, every sample receives a weight between 0 and 1 that falls with its distance D(x, z) from the 
case, counted in standard deviations. The weight is written with the Greek letter pi:

Here exp(u) = eu is the exponential function with e = 2.718, and h is the kernel width: Samples much 
closer to the case than h have a weight near 1, and samples much further away count almost nothing. 
Fourth, a few features are selected, six for the patient of the day, the set K, and a linear surrogate g is fitted 
to the answers of the black box:

The first line is the surrogate: an intercept b plus, for each selected feature, a weight wj times the distance 
of the sample from the case in standard deviations. The second line is what the fit makes as small as  
possible by its choice of b and the weights. It adds the squared errors of the surrogate on the samples, each 
multiplied by the weight of its sample, and a penalty that keeps the weights small. The factor α, the Greek 
letter alpha, is 1 here, and such a fit is called a weighted ridge regression. Fifth, the weights are read as the 
explanation. A weight wj is a slope: the change of the prediction near the case when feature j grows by one 
standard deviation. It says nothing about whether the value of the case is high or low.

For a single feature and no penalty the fit has a closed form, which the animation uses. With πk for the 
weight of sample k, and z ̄and f ̄, with a bar, for the weighted means of the samples and of the answers, the 
slope is

A surrogate is worth reading only when it imitates the black box near the case. This is the fidelity of Day 
1, the share of the variation of the answers that the surrogate reproduces, written R2:

An R2 of 1 means that the surrogate reproduces every answer, and 0 that it is no better than the constant f ̄.
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Worked example: one feature, two kernel widths

A case has the feature value x = 2, counted in standard deviations. Four samples at 1, 2, 3 and 6 receive 
the answers 0.2, 0.4, 0.6 and 0.1 from the black box: The model rises near the case and is low far away. 
The distances of the samples from the case are 1, 0, 1 and 4.

With the kernel width h = 1 the weights are e−1 = 0.37, 1, 0.37 and e−16, which is practically 0. The far 
sample does not count, the weighted means are z ̄= 2 and f ̄= 0.4, and the slope is (0.37 × 0.2 + 0.37 × 0.2) 
/ (0.37 + 0.37) = 0.2 with R2 = 1.

With h = 10 the weights are 0.99, 1, 0.99 and 0.85, so all four samples count almost equally. The slope 
becomes −0.03 and R2 falls to 0.09. The same samples give a rising or a falling explanation, depending 
on the kernel width.

Animation on the lecture page: LIME on one feature. Dots are samples sized by their weight; the dashed 
line is the local surrogate. Change the kernel width and the seed and watch the slope and the local fidelity 
R2.

In the animation the case lies at the feature value 0.42, where the curve of the model falls with a slope of 
−0.33, and 40 samples are drawn around it. With the smallest kernel width, 0.02, the surrogate finds this 
slope, −0.32, with R2 = 1.00. With the width 0.10 the slope is −0.20 and R2 = 0.79, and with 0.20 the line is 
almost flat and R2 = 0.04. With 0.50 the slope is positive, 0.21, because the surrogate now follows the rise 
of the whole curve. These values belong to seed 1, the number that starts the random number generator. 
One model and one case receive opposite explanations for two kernel widths, so a LIME explanation is 
reported with its kernel width, its seed and its R2.

Check your understanding (4). What does LIME fit around the case it explains?

A. A deep network

B. A simple, usually linear, model weighted towards nearby inputs

C. A decision tree of the full data

D. Nothing

Why this case? Shapley values and SHAP

Shapley values come from cooperative game theory: They divide the gain of a team fairly among its 
players. For a prediction, the players are the features and the gain is the difference between this prediction 
and the average prediction. Each feature receives the average change it causes when it joins the other 
features, taken over all orders in which features can join [4].

The idea needs one definition. A subset S of the features is called a coalition, and its value v(S) is the 
output of the model when only the features in S are known: They take the values of the case, and every 
other feature is replaced by a neutral value from a baseline input x′, for example its average. With F for 
the set of all d features and  for the empty set, ∅ v(F) = f(x) is the prediction for the case and v( ) = ∅ f(x′) is 
the output when nothing is known about it. The Shapley value of feature j is written φj, with the Greek 
letter phi. For two features there are two orders, and each feature joins either first or second:
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With d features there are d! = 1 × 2 ×  × ⋯ d orders, read d factorial. For an order o, let Pj(o) be the set of 
features that stand before feature j. The Shapley value is the change that feature j causes when it joins this 
set, averaged over all orders:

The sign  joins two sets. A set ∪ S with |S| features stands in front of feature j in |S|! (d − |S| − 1)! orders, 
with 0! = 1. Counting the orders in this way gives a second form of the same formula, a sum over all  
subsets S of the other features, written S   ⊆ F   {∖ j}:

For three features the weights are 1/3 for the empty set, 1/6 for each set of one feature and 1/3 for the set of 
two. The form over orders is the one of the animation and of Part C of the interactive lab, and the form 
over subsets is the one of the exact computation in the optional section.

Worked example: Shapley values of three features

A model has three features. Its outputs for the eight coalitions are v( ) = 0.20, ∅ v({1}) = 0.50, v({2}) = 
0.30, v({3}) = 0.20, v({1, 2}) = 0.70, v({1, 3}) = 0.60, v({2, 3}) = 0.40 and v({1, 2, 3}) = 0.90. In the 
order 1, 2, 3, feature 1 joins the empty set and adds 0.50 − 0.20 = 0.30, feature 2 joins feature 1 and adds 
0.70 − 0.50 = 0.20, and feature 3 joins both and adds 0.90 − 0.70 = 0.20. The table below lists the six  
orders.

The Shapley value of a feature is the mean of its column: φ1 = 2.40 / 6 = 0.40, φ2 = 1.20 / 6 = 0.20 and φ3 = 
0.60 / 6 = 0.10. The three values add up to 0.70, which is v({1, 2, 3}) − v( ) = 0.90 − 0.20. Feature 3∅  
changes nothing when it stands alone, but it helps once another feature is present, so its value is 0.10 and 
not 0.

The form over subsets gives the same number for feature 3: 1/3 × 0 + 1/6 × 0.10 + 1/6 × 0.10 + 1/3 × 0.20 
= 0.10.

Order Feature 1 adds Feature 2 adds Feature 3 adds

1, 2, 3 0.30 0.20 0.20

1, 3, 2 0.30 0.30 0.10

2, 1, 3 0.40 0.10 0.20

2, 3, 1 0.50 0.10 0.10

3, 1, 2 0.40 0.30 0.00

3, 2, 1 0.50 0.20 0.00

Sum 2.40 1.20 0.60

Animation on the lecture page: Shapley values from orderings of three features. Each order adds the 
change of the output at the moment a feature joins; the Shapley value is the average. The slider sets the  
interaction between radius and concavity.

The animation plays the six orders for three tumour measurements. Its output is 0.30 when nothing is 
known. The radius adds 0.25, the texture 0.05 and the concavity 0.18, and when the radius and the  
concavity are both known an extra 0.20 is added, an interaction. The Shapley values come out as 0.35,  
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0.05 and 0.28: Each partner receives half of the interaction. They add up to 0.68, the full output of 0.98 
minus 0.30.

The contributions add up exactly to the prediction minus the average, a property that LIME does not have. 
In symbols:

This property is called efficiency, and the SHAP library calls it additivity. A second property is the 
dummy property: A feature that changes no output, whatever coalition it joins, receives the value 0. Two 
more are symmetry, for features that act alike, and linearity, for models that are sums of models. The  
Shapley value is the only division of the gain that has all four properties [4].

The exact formula needs the value of every coalition, and there are 2d of them: 16 for four features and 
more than a billion for the 30 measurements of a tumour. SHAP, short for Shapley additive explanations, 
is a family of methods that compute or approximate the values in reasonable time [4]. SHAP makes the  
computation fast; for tree models it is exact. It takes as v(S) the average prediction over the data when 
only the features in S are fixed at the values of the case. The value of the empty coalition is then the  
average prediction E[f(X)], where E stands for an average over the data. It is written φ0 and called the base 
value or expected value, and the explanation is an additive model of the prediction:

The SHAP values of the forest come from TreeSHAP, the variant for trees. Where a tree asks about a 
feature outside S, it follows both branches and weights them by the share of training tumours that went 
each way. For this it reads the trees themselves, so it is the one method of the day that opens the box. The 
model-agnostic variant, KernelSHAP, needs only predictions and returns in the optional section. Part C 
of the interactive lab asks for the Shapley values of three features, computed by hand.

For the patient the base value is φ0 = 0.626, close to the share of benign tumours in the training data, 
0.627. The 30 SHAP values add up to 0.262, and 0.626 + 0.262 = 0.888 is the prediction. The largest are 
+0.070 for the worst area, +0.059 for the worst perimeter, +0.052 for the worst concave points and −0.047 
for the mean concave points. A positive value has pushed the prediction above the average, towards 
benign, and a negative one towards malignant.

For the patient of the day, LIME and SHAP agree on five of their six most important measurements. Such 
agreement is reassuring, and disagreement is a signal to look closer. The LIME weights come from the lime 
library, with 5000 samples, six features and the kernel width h = 0.75 √(d) = 4.11. All six are negative, 
from −0.069 for the worst area to −0.024 for the worst texture, while most SHAP values are positive. Both 
are right, because a weight is a slope and a SHAP value is a contribution. The slope says that the  
probability of benign falls when the worst area grows. The contribution says that the worst area of this  
patient, 674.7, is smaller than that of the average training tumour, 872.5, and has therefore raised the  
probability.

Averaging the absolute SHAP values over all cases also gives a global view of the model:

Here φj
(i) is the SHAP value of feature j for case i, and the vertical bars take the absolute value, so that 

pushes in both directions count. Over the 143 test tumours the largest are 0.072 for the worst area, 0.070 
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for the worst perimeter and 0.055 for the worst concave points. A summary plot shows every single value 
as a dot: Its horizontal position is the SHAP value, and its colour is the value of the measurement, red for 
high and blue for low. For the worst area the red dots lie on the left, so large areas push towards malignant.

Python code in the Colab notebook, Section 4.

Open Sections 4 and 5 of the Colab notebook and run them. In Section 4, explain_instance of the lime 
library returns the six LIME weights of the patient and  shap.TreeExplainer(rf) the 30 SHAP 
values, and the cell draws both as bar charts. Section 5 draws the SHAP values of every test patient with 
shap.summary_plot.

Check your understanding (5). The SHAP values of one prediction add up to what?

A. One

B. The prediction minus the average prediction

C. The accuracy of the model

D. Zero

Check your understanding (6). A model with two features returns 0.40 when no feature is known, 0.70 
with feature 1 alone, 0.50 with feature 2 alone and 0.90 with both. What is the Shapley value of feature 
1?

A. 0.30

B. 0.35

C. 0.40

D. 0.50

What would change the decision?

A counterfactual explanation answers a different question: What is the smallest change of the inputs that 
would change the prediction [5]? For a rejected loan applicant, it states what would have led to approval. 
A good counterfactual changes few features, by small amounts, and stays realistic. An anchor answers the 
opposite question: Which conditions keep the prediction the same, whatever the other features are [6]?

Wachter and colleagues write the search as a minimisation [5]. Among all inputs z, the counterfactual xcf 

is the one that brings the output close to a wanted output y′ and stays close to the case x:

The first term is the squared distance of the output from the target. The second term measures how far the 
input has moved, for example as the sum of the absolute changes of the features, each divided by the  
spread of its feature. The factor λ, the Greek letter lambda, sets the balance, and the sign arg min returns 
the input at which the sum is smallest. The wishes for a counterfactual have names: It is valid when the  
decision really changes, sparse when few features change, proximate when the changes are small, and 
plausible when the new input could occur in reality.

The counterfactual of the patient is found in a simpler way, step by step. The target is the other class,  
malignant for the patient. For feature j, let mj be the median of the training tumours of the target class, the 
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value below which half of them lie. The search starts at z = x and moves one feature at a time by a quarter 
of the remaining way towards this median:

The arrow means that the right-hand side becomes the new value of zj. In each round the step is tried for 
each of eight candidate features, those with the largest mean absolute SHAP value, and only the step that 
lowers f(z) most is carried out. The search stops when the decision has flipped, here when f(z) is no longer 
above 0.5, or after 25 rounds. A search that always takes the best step of the moment is called greedy. It 
finds a counterfactual, though not necessarily the nearest one.

Worked example: the greedy search for the patient

The patient has a worst perimeter of 99.31, and the median of the malignant training tumours is 135.1. 
The first step moves it to 99.31 + (135.1 − 99.31) / 4 = 108.26, and the probability of benign falls from 
0.888 to 0.775. The second and the third step raise the worst area from 674.7 to 827.0 and then to 941.3, 
towards its median of 1284, and the probability falls to 0.691 and 0.575. Two more steps of the worst  
perimeter, to 114.97 and 120.00, bring it to 0.513 and 0.474. The search stops after five steps.

The counterfactual reads: Had the worst perimeter been 120.0 instead of 99.3 and the worst area 941  
instead of 675, the forest would have decided for malignant. It is valid, and it is sparse, with 2 of 30  
measurements changed. It is not plausible: Its worst perimeter is 7.97 times its unchanged worst radius 
of 15.05, and in no training tumour does this ratio exceed 7.67. A counterfactual is checked against the 
data before it is shown to anyone.

An anchor is a rule, a small set of conditions such as an interval for each of a few features [6]. Two 
numbers describe a rule A for a case x. Its precision is the share of inputs inside the rule that receive the 
same decision as the case, and its coverage is the share of all cases to which the rule applies:

The samples for the precision fulfil the conditions of the rule, and their other features are varied at  
random. For example, when 80 of 1000 cases lie inside a rule, its coverage is 0.08. When the model gives 
480 of 500 samples inside the rule the decision of the case, its precision is 0.96. A useful anchor has a high 
precision, usually at least 0.95, and a coverage that is not tiny: A rule that fits only the case itself explains 
nothing. The two pull against each other, because every added condition can raise the precision and 
lowers the coverage. The optional section at the end of this lecture searches for an anchor of the patient.

Python code in the Colab notebook, Section 6.

Open Section 6 of the Colab notebook and run it. In the function  counterfactual, the line with 
min(features, key=...) tries the step z[j] + (goal[j] - z[j]) / 4 for each of the eight 
candidate measurements and keeps the one that lowers the probability of benign most. The cell prints the 
probability of benign for the patient and for the counterfactual and the two measurements that changed. 
To follow the steps of the worked example above, add a cell with for k in range(1, 6): print(k, 
round(float(f(pd.DataFrame([counterfactual(x0, candidates, steps=k)[0]]))[0]), 

3)).
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Check your understanding (7). A counterfactual says: Had the income been 5000 higher, the loan would 
have been approved. What does it describe?

A. Why the model is accurate

B. The smallest change that would flip the decision

C. The global importance of income

D. An anchor

Choosing a method

Question Method What it returns

Which features does the model rely 
on overall?

permutation importance, mean 
absolute SHAP values

global: one number per feature

How does one feature change the 
prediction?

partial dependence, ICE curves global: one curve per feature, and one 
curve per case for ICE

Why did this case receive its 
prediction?

LIME, SHAP local: one number per feature, a slope 
for LIME and a contribution for 
SHAP

What would change this decision? counterfactual local: a changed input

Under which conditions does the 
decision hold?

anchor local: a rule with its precision and 
coverage

The choice follows the question, and the reader decides the form. Part B of the interactive lab asks for the 
method that fits each question. A developer may want all 30 contributions of a prediction, while a patient 
is better served by one counterfactual sentence. Global means that the answer describes the whole model, 
and local that it describes one prediction, the two scopes of Day 1.

Part A of the interactive lab applies three of the methods to one small model with two features a and b, 
both between 0 and 1:

The function σ, the Greek letter sigma, is the logistic function, which turns any number into a value 
between 0 and 1. The last term in the bracket is an interaction: The effect of a depends on b. The baseline 
of the lab is the centre of the square, a = b = 0.5, where the output is σ(0) = 0.5. For the case at the start, 
a = 0.62 and b = 0.40, the output is 0.580, and the two-feature formula gives the Shapley values +0.164 
for a and −0.083 for b, which add up to 0.580 − 0.500. The bars named LIME show the slope of a local 
surrogate times the distance of the case from the baseline, so that they can be compared with the Shapley 
values. The counterfactual is the nearest point at which the output crosses 0.5.

Explanations in your field

The application of the day uses the five problems of Day 1, from medicine, chemistry, manufacturing, 
energy and civil  engineering.  For each,  it  trains a  random forest  and explains it  with permutation 
importance and SHAP.
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Every problem is a yes or no decision, and the yes class is called the positive class. Two problems use  
measured data, and three are simulated with a known rule, which allows a check that real data do not 
allow: The explanation can be compared with the rule that produced the outcomes. In the rules of the 
table, ln is the natural logarithm, and the noise is a random number from a normal distribution with the  
mean 0.

Field Cases, features and positive class Where the outcome comes from

medicine 569 tumours with 30 measurements. 
Positive class: benign tumour.

Measured data, as on Day 1.

chemistry 178 wines of three cultivars, the plant 
varieties, with 13 chemical 
measurements. Positive class: wine of 
cultivar 1.

Measured data.

manufacturing 1500 simulated weld seams with the 
welding current, the voltage, the 
welding speed, the gap between the 
plates and the plate temperature. 
Positive class: sound weld.

Sound when 0.04 (current - 
180) - 0.9 (speed - 6) - 1.8 
(gap - 0.8) + 0.02 
(temperature - 40) plus noise 
with the standard deviation 1 is above 
0. The voltage plays no part.

energy 1500 simulated transformers with the 
amounts of five gases dissolved in 
their oil: hydrogen (H2), methane 
(CH4), acetylene (C2H2), ethylene 
(C2H4) and carbon monoxide (CO). 
Positive class: fault in the 
transformer.

Fault when 0.8 ln(C2H2) + 0.6 
ln(H2 / 30) + 0.5 ln(C2H4 / 
12) - 0.2 ln(CO / 150) plus 
noise with the standard deviation 0.6 
is above 0.6. The methane plays no 
part.

civil 1500 simulated concrete mixes with 
the amounts of cement, water, slag, a 
substitute for cement, and 
superplasticizer, an additive that 
makes the mix flow, and the age in 
days. Positive class: mix reaching a 
strength of 30 megapascal (MPa).

The strength is 0.09 cement - 
0.15 water + 0.04 slag + 0.7 
superplasticizer + 9 
ln(age / 7) plus noise with the 
standard deviation 4.

For each problem, 70 percent of the cases train a new forest of 300 trees, and the other 30 percent are  
explained. The permutation importance of this section measures the drop of the accuracy, where the  
forest of the tumour data was measured with the AUC. In the simulated problems the two rankings agree 
on the first three places: speed, gap and current for the welds, acetylene, hydrogen and ethylene for the 
transformers, and cement, age and water for the concrete. These are the features with the largest effects in 
the rules, and the voltage and the methane, which the rules do not use, come last in both rankings. For the 
wines, both rankings start with the proline, the flavanoids and the alcohol.

For the tumour data the two lists of the first three have no measurement in common. Permutation 
importance puts the worst texture, the mean texture and the mean concavity first, and SHAP the worst  
area, the worst perimeter and the worst concave points. The size measurements replace each other when 
one of them is shuffled, so the correlation trap hides them from permutation importance, while SHAP 
divides the credit among them. The forest of this section is a new one, trained on another split of the data, 
with a test accuracy of 0.942.
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Python code in the Colab notebook, Section 7.

Open Section 7 of the Colab notebook. Its first line is a switch, FIELD = "medicine". Replace the 
word by chemistry, manufacturing, energy or civil and run the section. The function load_field 
loads or simulates the data of that field, and the cell trains a random forest on them and draws its 
permutation importance next to its SHAP summary plot.

Going further (optional)

This section looks at the limits of the methods. A feature that has a near copy in the data shares its 
importance with the copy. The mean radius and the mean perimeter have a correlation coefficient of 
0.998. For two features with the values ai and bi in case i and the means ā and b̄, this coefficient is

It is 1 when the two features rise and fall together along a straight line, −1 when one falls as the other rises, 
and near 0 when they are unrelated in this sense. In a forest on four measurements that include both twins, 
the mean radius has a permutation importance of 0.030. In a forest on three measurements, without the 
mean perimeter, it has 0.308, about ten times as much, while the test AUC is almost the same, 0.982 and 
0.973. A permutation importance describes a model with its other features, not the usefulness of a  
measurement for the diagnosis.

The default neighbourhood of a LIME implementation can fit the black box poorly, and the same patient 
can receive different top features from different random seeds. The five steps written from scratch, with 
1000 samples, reach a local fidelity of R2 = 0.59 for the patient. The lime library in its default setting first 
replaces every measurement by one of four classes, the quarters of the training values. Its surrogate then 
reaches only R2 = 0.08, against 0.63 when the measurements stay numbers. In 30 dimensions no sample 
lies close to the patient: The nearest of the 1000 is 3.3 standard deviations away, so even the better  
surrogates describe a wide region.

Figure. Twenty LIME runs for one patient with twenty seeds. Each box holds the twenty weights of one measurement,  

and a weight of 0 means that the run did not select it. Several features enter the top six in some runs and not in others.

The figure repeats the from-scratch explanation with twenty seeds. Only the worst area, the worst 
perimeter and the worst concave points are among the six selected measurements in all twenty runs. The 
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worst radius is selected in 18 runs, the mean concave points in 11, the worst texture in 6, and 14 further  
measurements in one to four runs: In total, 17 measurements appear in some runs and not in others.

Exact Shapley values can be computed when the game is small. Four measurements play, with the  
medians of the training tumours as the baseline x′, which gives 24 = 16 coalitions. For the patient of the 
day there is almost nothing to divide, v(F) − v( ) = −0.010, so the computation explains the test tumour∅  
with the largest gain in absolute value, −0.457. Its Shapley values are −0.144 for the worst radius, −0.229 
for the worst concave points, −0.075 for the worst texture and −0.009 for the mean smoothness. They add 
up to −0.457: Their efficiency, the sum that equals the prediction minus the baseline output, can be 
checked numerically.

KernelSHAP reaches the same values by another route [4]. It computes v(S) for many coalitions and fits 
to them a linear model with one weight per feature, in which a coalition counts with the Shapley kernel  
π(S):

The sign ≈ reads is approximately, and the bracket in the second line, read d choose |S|, is the number of 
coalitions with |S| features. The fitted weights are the Shapley values. With four features every coalition 
can be computed, and KernelSHAP reproduces the exact values to five decimals. With many features it  
computes a random sample of the coalitions, and its result depends on the seed. TreeSHAP needs no 
sampling: It is exact, but only for trees.

The  ranking  by  mean  absolute  SHAP  value  can  be  compared  with  the  ranking  by  permutation 
importance. The comparison uses the rank correlation of Spearman, the correlation coefficient above 
computed from the ranks 1, 2, 3 and so on instead of the values. It is only 0.36 over the 30 measurements. 
The same four measurements lead both rankings, but the worst radius is fifth by SHAP and 22nd by 
permutation importance, and the mean radius is sixth and last: The forest uses both, and it can replace 
both.

The anchor search builds a rule for the patient from the ten measurements with the largest permutation 
importance. A condition says that a measurement lies in the same quarter of the training values as the 
value of the patient. The search adds the condition with the highest precision until the precision reaches 
0.95 or the rule has four conditions. It ends far from its target. The final rule has four conditions, on the 
worst texture, the worst concave points, the worst area and the mean concavity. Its precision is 0.730 on 
600 samples, and its coverage is 0.016, that is 7 of the 426 training tumours. A prediction of 0.888 that  
rests on many measurements is not fixed by four conditions, and the honest report is the rule together with 
its precision and its coverage.

Finally, the signs of a local slope from LIME and of a contribution from SHAP answer different questions 
and need not agree. A slope becomes a contribution when it is multiplied by the distance of the case from 
a reference value. Here the reference is the median mj of the training tumours, and the unit is the standard 
deviation sj:

The signs are compared for 36 test tumours and, for each, the ten measurements with the largest SHAP 
values. The raw LIME weight has the sign of the SHAP value in 40 percent of the 360 comparisons, and 
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the  converted  weight  cj in  89  percent.  A  weight  and  a  contribution  are  compared  only  after  this 
conversion.

Studies that apply LIME and SHAP to the same model report many disagreements [9, 10], and this 
section shows four causes. The perturbation distribution is the way in which a method creates its changed 
inputs: LIME draws from a normal distribution, permutation importance shuffles, and SHAP averages 
over the data. The value function v(S) fixes what an unknown feature means, so another baseline gives 
other Shapley values. A slope is compared with a contribution. Estimator variance means that a method 
with random samples returns another result with another seed. A report of an explanation therefore names 
the method, its settings, its seeds and, for a surrogate, its fidelity.

Python code in the Colab notebook, Section 8.

Open Section 8 of the Colab notebook, which is optional, and run its cells one after another: the 
experiment with a duplicated feature, twenty seeds of LIME, exact Shapley values next to KernelSHAP 
and TreeSHAP, the greedy search for an anchor and the comparison of slopes and contributions. Each 
cell starts with a note on how its code follows the formulas of this section.

Python step 2: NumPy arrays, randomness and functions

NumPy, the numerical library of Python, stores numbers in arrays and computes with whole arrays at 
once [7]. Every method of the day perturbs columns of a data matrix, that is, changes their values on  
purpose, so this step works on a small matrix of five real patients and ends with a permutation importance 
computed by hand.

Arrays, shape and indexing

import numpy as np
Xmini = np.array([[17.99, 0.1471],
                  [20.57, 0.0702],
                  [13.54, 0.0478],
                  [ 9.50, 0.0208],
                  [13.44, 0.0203]])
ymini = np.array([1, 1, 0, 0, 1])          # 1 = malignant, 0 = benign
print(Xmini.shape, Xmini.dtype)
print("second column:", Xmini[:, 1])
print("first patient:", Xmini[0])

Output

(5, 2) float64
second column: [0.1471 0.0702 0.0478 0.0208 0.0203]
first patient: [17.99    0.1471]

np.array turns a nested list into a two-dimensional array with five rows and two columns, which shape 
reports as (5, 2). Indexing uses row and column positions: Xmini[:, 1] takes every row of column 1, 
and Xmini[0] takes the first row. Positions start at 0. Each row is one patient of the tumour data, with the 
mean radius of the cell nuclei in column 0 and their mean concave points, the number of dents in the  
outline, in column 1. In this small example the label 1 means malignant and 0 benign.

19



Element-wise arithmetic and boolean masks

pred = (Xmini[:, 1] > 0.05).astype(int)
print("predictions:", pred)
print("accuracy:", (pred == ymini).mean())
large = Xmini[:, 0] > 15
print("radius above 15:", large, "-> their concave points:", Xmini[large, 1])

Output

predictions: [1 1 0 0 0]
accuracy: 0.8
radius above 15: [ True  True False False False] -> their concave points: [0.1471 
0.0702]

A comparison between an array and a number is applied to every element and returns an array of 
booleans. astype(int) converts them to 0 and 1, and the mean of a boolean array is the share of True 
values. A boolean array used as an index, a mask, selects the matching rows.

Randomness that can be reproduced

rng = np.random.default_rng(0)
shuffled = rng.permutation(Xmini[:, 1])
print(shuffled)
again = np.random.default_rng(0).permutation(Xmini[:, 1])
print("same seed, same result:", np.array_equal(shuffled, again))

Output

[0.0478 0.0203 0.0208 0.1471 0.0702]
same seed, same result: True

A generator created with default_rng(seed) produces the same sequence every time it starts from the 
same  seed.  permutation returns  a  shuffled  copy.  Fixing  seeds  is  what  makes  an  explanation 
reproducible.

Functions that receive a model

def rule(M):
    """The threshold rule of Day 1, written for a whole matrix."""
    return (M[:, 1] > 0.05).astype(int)
 
def importance(model, M, y, j, seed=0):
    rng = np.random.default_rng(seed)
    base = (model(M) == y).mean()
    Mp = M.copy()
    Mp[:, j] = rng.permutation(Mp[:, j])
    return base - (model(Mp) == y).mean()
 
for j, name in enumerate(["radius", "concave points"]):
    print(f"{name:15s} importance {importance(rule, Xmini, ymini, j):+.2f}")

Output

radius          importance +0.00
concave points  importance +0.40
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In Python a function is a value, so importance can receive the model rule as an argument and call it. 
M.copy() protects the original matrix from the shuffle. The function is the permutation importance of the 
lecture with a single shuffle and the accuracy as performance measure:  base,  the accuracy on the 
untouched matrix, minus the accuracy after column  j has been shuffled. For the concave points the 
accuracy falls from 0.8 to 0.4, an importance of 0.40. The radius receives an importance of exactly zero 
because the rule never reads it. enumerate returns positions together with the elements of a list.

Quick check. The array Xmini has shape (5, 2). What is the shape of Xmini[:, 0]?

Answers to the knowledge checks

1. C. It treats the model as a box and only queries its predictions.

2. B. Low importance means the model can do without the feature, which can happen when a correlated 
feature replaces it.

3. A. The three drops are 0.90 − 0.80 = 0.10, 0.06 and 0.08, and their mean is 0.24 / 3 = 0.08.

4. B. The local surrogate approximates the black box in a neighbourhood of the case.

5. B. This additivity, the efficiency property, is a defining property of Shapley values.

6. B. Feature 1 adds 0.70 − 0.40 = 0.30 when it joins first and 0.90 − 0.50 = 0.40 when it joins second. The 
mean is 0.35. Feature 2 receives 0.15, and together they give 0.90 − 0.40 = 0.50.

7. B. Counterfactuals describe how a different outcome could be reached.

Quick check. (5,), a one-dimensional array with one value per patient.
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